ABSTRACT

When learning programming, students learn the syntax of a programming language, the semantics underlying the syntax, and practice applying the language in solving programming problems. Research has suggested that simply the syntax may be hard to learn. In this article, we study difficulty of learning the syntax of a programming language. We have constructed a tool that provides students code that they write character-by-character. When writing, the tool automatically highlights each character in code that is incorrectly typed, and through the highlight-based feedback directs students into writing correct syntax. We conducted a randomized controlled trial in an introductory programming course organized in Java. One half of the population had the tool in the course material immediately before programming exercises where the practiced syntax was used, while the other half of the course population did not have the tool, thus approaching the exercises in a traditional way. Our results imply that isolated syntax writing practice may not be a meaningful addition to the arsenal used for teaching programming, at least when the programming course utilizes a large set of small programming exercises. We encourage researchers to replicate our work in contexts where syntax seems to be an issue.

1 INTRODUCTION

When learning to program, students work in an interlocked domain where challenges in one area contribute to challenges in other areas. For example, du Boulay [9] proposes five overlapping domains: understanding what programs are; forming an understanding of how computers execute programs; learning the notation and syntax of a language; learning structures that are used for solving programming problems; and learning the pragmatic skills needed for example in testing and debugging programs. When interviewing students, Lahtinen et al. [12] observed that difficulties with syntax are intertwined with other difficulties such as understanding program structures, understanding how to design programs, and dividing functionality of a program into smaller components.

Being able to write syntactically correct programs is a fundamental part of being able to program. Ng and Bereiter [16] suggest that learning to program starts with learning the syntax, which is followed by learning the structure and style. Here, making errors such as adding a semicolon after a conditional or a loop by mistake can take plenty of time to identify and fix [1]. Syntax errors are not problematic for only the struggling students as noted by Denny et al. [8]: “all students spent a similar amount of time solving the most common errors no matter what quartile they were in”.

Intuitively, if students practice writing syntax through mimicking small code samples, and the writing practice is designed so that the students receive character-by-character feedback on whether what they wrote is correct, students should be able to learn to avoid the major pitfalls related to typing the practiced syntactic constructs. Previously, the importance of training syntax has been highlighted in SyntaxTrain [15], which is a tool that shows students a syntax diagram – effectively a flow diagram – and information on possible errors on a line.

In order to study whether simple syntax writing practice reduces syntax errors and improves students’ performance in related programming problems, we have constructed a tool that is used for practicing code writing. For each character that the student types in the tool, the tool shows whether the character corresponds to the expected input and consequently highlights errors in syntax.
Our tool differs from SyntaxTrain in three ways. First, there are no flow diagrams as the students have not yet learned how to interpret them, second, the feedback is given on a character-by-character level, and third, our tool is directly embedded within the material.

We have conducted a randomized controlled trial where a part of the course population was presented with the tool before programming exercises where the practiced syntax was first used, and the other part of the course population worked on the programming exercises without separate syntax practice. We study whether there are differences in the populations in terms of effort – when measured through programming exercise -specific events such as keystrokes within the programming environment – and time used for the programming exercises.

This article is organized as follows. The next section outlines existing research on errors that students encounter when writing programs and considers the meaningfulness of isolated practice. Then, in Section 3, we outline our methodology, which includes the research questions, the context of the study, and the tool. The results of the study are presented in Section 4, and the implications of the results are discussed in Section 5, which also includes limitations of our study. Finally, Section 6 concludes the article and outlines possible future work.

2 BACKGROUND

When learning to program, a big part of the issues that novice programmers face is related to syntax. Robins et al. studied problem distributions in a CS1 course [19]. They studied the different types of issues for which students seek help during their programming laboratory sessions. The majority of the issues that students faced were categorized as “trivial mechanics”, which were defined as “trivial problems with little mechanical details”. These included issues with braces, brackets, semicolons, types and spelling, Java and file naming conventions, forgotten import statements, formatting output, tidiness, indenting, and comments. All of the trivial mechanics issues are syntax related.

Jadud [11] studied novice programmers’ “compilation behavior”, i.e. the way how novices behave when encountering a syntax error. Jadud observed that the efforts related to fixing syntax errors were related to course outcomes and that the capability of handling syntax errors – Error Quotient – could be used to predict exercise and exam grades. This signifies the importance of teaching students to tackle syntactic issues or avoiding them altogether by separating syntax practice from concept practice. His article reports also an interesting vignette that followed a student’s behavior during a part of a compilation session: it might take over an hour to fix a simple misplacement of a beginning brace due to the student not being able to understand the error messages provided by the compiler.

The environment in which Jadud’s work was conducted in, Blue [20], was later augmented with data collection facilities by Brown et al. [5]. In an analysis of 37 million compilation events from Blue, Altamdri et al. [1] identified a set of frequently observed syntax errors. These included:

1. Unbalanced parentheses, brackets, braces or quotation marks, or trying to enclose one with another.
2. Confusing an assignment operator with a comparison operator.
3. Including parameter types in method calls.

When comparing the results of Altamdri et al. with other studies on compilation errors, there are discrepancies which may be related to the potpourri of backgrounds and teaching approaches. For example, in the work of Denny et al. [8], the most frequent syntax errors were “Cannot resolve identifier”, type mismatch, and missing semicolon – none of which are highlighted as very frequent in the study by Altamdri et al.

Even seemingly very simple things like writing the print command in Java can cause problems to students. The way how students write their first programs was studied by Vihavainen et al. [25] who identified four distinct mistake categories related to writing the print command. These were as follows:

1. Mixing up upper- and lowercase letters, for example writing System.out.println with a lowercase s.
2. Using other characters instead of periods to separate words, for example writing System.out-println.
3. Various mistakes with string literals, such as forgetting quotation marks or the word out when trying to print something, and
4. General typing mistakes without clear misconceptions.

One of the suggestions that Vihavainen et al. propose is that the root of many problems seems to lie within the syntax of programming languages, which is usually very different from natural languages. They also noted that modern programming environments provide students with plenty of support as they are writing their programs. They noticed that many of the students used copy and paste in the exercises during the first week, but most of them utilized the “sout” shortcut instead during the second week of the course. In addition, in their context, only a very small portion of the students submitted code with syntax errors. In the case of an error, students fixed it locally before submitting to the server.

As syntax seems to be an issue in programming, as evidenced by the preceding research, one could suggest practicing it. Many support dividing learned content into smaller pieces that are first practiced separately and then integrated together [14, 21–23, 26]. Such practice can be done, for example, under the guidance of a tutor or a peer who provides the learner with more challenging tasks as they are progressing, within a tutoring system, or within an e-book that interleaves theory and practice. Isolated practice can be beneficial for the learner as it can be used to reduce the cognitive load that is associated with the actual task [3].

As being able to write correct syntax is a cornerstone in writing programs, doing small syntax practice before programming tasks could be beneficial. For example, Ng and Bereiter [16] have suggested that learning the style and structure of programs are preceded by learning the syntax. Once students have internalized syntax, they should be able to ignore the details of the syntax during program design and construction, allowing them to direct attention to more relevant parts of the program [18].

3 RESEARCH DESIGN

Here, we first describe the context of the study and the syntax practice tool in more detail and then outline our research questions and methodology.
3.1 Context

The data for this study comes from a seven-week introductory programming course organized at the University of Helsinki during the fall of 2017. The programming course is the first course that freshmen who major in computer science take. Approximately one third of the course participants study computer science as their major, while the rest come from various backgrounds ranging from pedagogy to medicine.

The course follows an online textbook with theory, quiz, and programming exercise parts. The quizzes are done within the course material, while the programming exercises are completed in a separate programming environment that collects snapshots of students’ programming process. The course also includes weekly lectures. The lectures are in the beginning of the week and the exercise deadlines at the end of the week. In this study, we focus on the first two weeks of the course, which cover the principles of procedural programming with Java. The topics include input/output, variables, conditionals, loops, and lists.

The course material has been written to follow the principles of the Extreme Apprenticeship method [26], which emphasizes that most of the students’ time in the course should be spent on solving programming exercises. The majority of the exercises are small, and sequential programming exercises form larger programs as they are completed. The first two weeks under study have almost sixty programming exercises altogether.

3.2 Tool description

The tool consists of two main elements. The first element is used to show the code that the student has to write, and the second element is used to provide the input field into which the students are expected to write the code. The input field has three functionalities: first, the input field highlights wrongly written syntax, second, the input field blocks copying and pasting – that is, students must write the code –, and third, the input field records whatever the user writes for future analysis, given the online learning material provides a server for the tool where the data should be stored.

The syntax to highlight is generated from a template, which is also used to generate the code that the student must write. The code that the students are expected to write can be restricted, for example, to only a single statement. For example, in the example illustrated in Figure 1, the students do not need to write the class and method body. They are only expected to write the for-statement, i.e. the following:

```java
for (int i = 0; i < 10; i++) {
    System.out.println(i * i);
}
```

Figure 1 also highlights what happens if the syntax is written incorrectly. In the example, the user has mistakenly added a semicolon after the for-loop statement. In the figure, the highlight has been emphasized with an arrow for readability purposes. Once the code is correctly written, the red cross in the lower right corner of the input field changes into a green check mark.

The tool was embedded in the online learning material on the first and second week of the course. It was placed so that students would use it to practice the same syntactic keywords that were present in the following exercises. For example, the first iteration of the tool practiced Java’s print statement, and it was placed right before the first programming exercises such as writing the traditional program that outputs “Hello World!”.

3.3 Data collection

Students encountered the tool in the material in the first two weeks for a total of five times. The tool was included when key syntax was introduced. The syntax in our study were the print statement (exercise 1), reading input (exercise 2), if-clause (exercise 3), while-clause (exercise 4), and method body (exercise 5), later referred to as Ex. 1 to 5. We examined data from the five instances where the tool was embedded in the material and each programming exercise that was given immediately after each syntax practice.

In order to determine the amount of time and the number of events required to complete the exercises, we used a NetBeans [4] programming environment plugin called Test My Code (TMC) [17], which collects students’ keystrokes and events within the programming environment. The data also includes timestamps, which we used to study how much time students spent on the exercises.

For this study, we focused on character insertion and deletion events in order to analyze code written by the students themselves (and not for example copy-pasted). Similar insertion and deletion keystroke data with timestamps was collected from the tool.

3.4 Research questions

Our research questions for this study are as follows:

- RQ1. Do students who see the syntax practice tool have fewer events for the exercises when compared to those who did not see the tool?
• RQ2. Do students who see the syntax practice tool use less time for programming exercises when compared to those who did not see the tool?
• RQ3. Do students who see the syntax practice tool use less time in total for the syntax practice and programming exercises when compared to those who did not see the tool?

The study was conducted as a randomized controlled trial. The participants of the course were divided randomly into two groups A and B: group A (control) did not see the syntax practice tool in the material, while group B (treatment) did. In randomly assigned groups external factors such as initial skill levels should be approximately equal between the groups.

3.5 Group formation
As our study is an A/B-study, where group A consists of students who did not see the tool, and B of students who saw the tool, we compare these two groups in our analysis. Since the tool is voluntary to use and students in our study did not receive course points or other incentives for using the tool, some of the students in group B chose not to use the tool.

Thus, in addition to the A/B study, we further study group B (students who saw the tool) separately based on whether students in the group actually used the tool or not. In the analysis, the students from group B who did not use the tool were assigned into group C, while the students who used the tool were assigned into group D. Here, using the tool means that the student completed a syntax writing task in the tool correctly.

The division to groups C and D was done per exercise, depending on whether the student had completed the tool previously to the analyzed exercise. Exercise specific division was done so that the exercise data would better reflect the effects of the tool on the students’ coding process for the said exercise as the completion of the tool later on in the material would not have helped on the earlier exercises. All participants had the same programming exercises.

3.6 Analysis
The purpose of the study was to analyze whether the syntax practice tool influences students’ behavior in programming exercises. We study this both through the amount of individual events that students produce within the syntax practice tool for each particular syntax construct and within the programming environment in the programming exercises immediately following the syntax practices. In addition to the events, we also study the time that students used in the syntax practice tool and within the programming environment.

To answer the first research question, Do students who see the syntax practice tool have fewer events for the exercises when compared to those who did not see the tool?, we studied whether the students in group B had fewer keystroke events in the exercise data than the students in group A on average. We only included inserting and removing code as the number of times the students ran, tested or submitted their progress is irrelevant to the purpose of the tool.

To answer the second research question, Do students who see the syntax practice tool use less time for programming exercises when compared to those who did not see the tool?, we analyzed the time used for the exercise. We calculated the time between the first and last keystroke. We removed gaps in the snapshot timestamps that were over five minutes long as we did not want to include any pauses that students took. For this, we again compared the performance of group B against group A.

To answer the third research question, Do students who see the syntax practice tool use less time in total for the syntax practice and programming exercises when compared to those who did not see the tool?, we included the time spent on the tool for the students in group B when comparing time usage for the following exercise. This was done as it could be argued that even if students may complete exercises faster after using the tool, the tool is only useful if the total time in both the exercise and the tool is smaller for those students who saw the tool.

For all three comparisons, we used the Kolmogorov-Smirnov test [13] for examining whether the groups’ differences were statistically significantly different, and corrected the results for multiple tests using the Holm-Sidak correction method [10].

4 RESULTS
4.1 Descriptive Statistics
A total of 249 students in the course consented for their data to be used in this research. From these 249 students, 17 had to be excluded as they did not provide the needed snapshot data. From the remaining 232 students, 125 students were in group A, meaning that they did not see the tool in the course material. Group B consisted of 107 students, which was split into groups C and D, that is, the students who saw the tool but ignored it (group C) and students who completed the tool (group D). The division to groups C and D was done per exercise, where group D consisted of the students who completed the tool previous to the analyzed exercise. Table 1a shows the number of students in groups A, B, C, and D per exercise.

4.2 Events and tool usage
Our first research question asks if the students who saw the tool had fewer typing events in the exercises after the tool than those who did not see the tool. Our hypothesis was that the students who saw the tool would have fewer events as they would make fewer typos while writing the syntax. However, it would seem that the tool did not help, that is, the students who saw the tool did not make fewer typos. Table 1b shows the median of the number of typing events between the groups. The differences between the number of typing events of the students who did not see the tool (group A) and those who saw it (group B) are not statistically significant based on the Kolmogorov-Smirnov test [13] in any of the exercises.

4.3 Time and tool usage
Our second research question focuses on whether the students who saw the tool used less time answering the programming exercises than those who did not see the tool. We studied the amount of time the students used on answering the programming exercises by calculating the time between their first and last keystrokes. We removed over five minute breaks between keystrokes to reduce the effect of taking breaks on the results. Table 1c shows the medians of the amount of time the group used per exercise. The differences in the time usage between groups are not statistically significant based on the Kolmogorov-Smirnov test.
Our third research question is near identical to our second research question with the exception that we include the time used on the tool for the students who saw it. When comparing the time usages between the students who saw the tool (group B) and those who did not (group A), the results were not statistically significant based on the Kolmogorov-Smirnov test. The medians of time usage for groups A, B, C and D can be seen in table 1d.

Finally, we also compared the total time spent on exercises and the tools from groups C and D who both saw the tool. The comparison result from the Kolmogorov-Smirnov test was initially statistically significant showing difference between the groups, but after correcting our analysis for multiple comparisons using the Holm-Sidak correction method [10] the differences were not statistically significant.

5 DISCUSSION

5.1 Revisiting the research questions

In this study, we conducted a randomized controlled trial in order to determine whether light syntax practice would reduce the effort needed to complete related programming exercises in an introductory programming course. The effort that students invest into the exercises was studied from three perspectives: (1) the number of edit events in the exercises, (2) the amount of time that students spend on the exercise, and (3) the combined time in the practice system and the programming exercises.

The results, as outlined in the previous section, suggest that simple syntax practice does not improve students’ performance in the subsequent programming exercises. No statistically significant differences were observed between the control group who did not have the syntax practice tool embedded to their learning material, and the treatment group who had the syntax practice tool immediately before the programming exercises where the syntax was used.

The results we observed suggest that the tool is not helpful, at least as it is. All of the results were statistically insignificant, which means that the people who saw the tool did not perform considerably better than those who did not see the tool. Next, we explore some of the possible explanations for our findings.

5.2 Separate syntax practice

The way how exercises are integrated into the learning environment plays a role in students’ learning. If the exercises are placed in different locations or systems, it is possible that students must split their attention which increases extraneous cognitive load [6]. In our context, the syntax practice was conducted within the online learning material into which the syntax practice tool was embedded. The decision to embed the component into the learning material was partially driven by making a system that would be easy to share with others. In hindsight, however, it is possible that this decision also decreased the efficiency of the practice system.

From the perspective of reducing unnecessary cognitive load, supporting systems should be integrated into the environments in which students work [24]. For example, when programming exercises are worked on within a programming environment, having programming-related feedback such as syntax practice integrated into the environment would likely be a meaningful choice. On the other hand, if programming exercises are embedded to the online learning materials using tools such as Python Classroom Response System [28], it is possible that syntax practice within the online learning materials would be more beneficial as well.

Another way to address the issue, i.e. split-attention effect, was recently proposed by Altadmri et al [2]. They have developed a frame-based editing approach where syntactic commands, such as “if”, once finished, are “glued” into place similar to block-based programming languages. While the system does not specifically focus on syntax practice, the approach shows promise in reducing problems with syntax.
In addition to the location of the syntax practice tool, another factor in its effectiveness could be its frequency in the course material. As the tool appeared only once per practiced syntactic keyword, simply having more syntax practice could have been beneficial.

5.3 Course organization

Course organization and management can influence students’ learning. In the studied context, the course pedagogy focuses heavily on students working with small programming exercises that together combine into larger programs. The smallest exercises can effectively be seen as typing practice within the programming environment as the material provides examples that are very similar to the smallest exercises. It is possible that the use of small exercises within the course influences the need for syntax practice. There is some evidence that the use of such exercises can lead to students starting their work earlier, and thus also performing better [7].

We determined, in a post hoc fashion, whether some of the errors highlighted in related studies such as [1] were an issue in the studied context. We analyzed the keystroke data to identify conditionals and loops with functionality disabled with a semicolon, that is:

```plaintext
if (condition); {
    // code
} while (condition); {
    // code
}
```

From the population of 232 students, none had encountered the above issues within the studied data set, which consisted of two weeks of an introductory programming course. While this is anecdotal and by no means representative of all syntax errors, it is possible that the course pedagogy and the way how the course is organized influences the errors that students encounter. Consequently, it could be meaningful to attempt to use our tool in contexts where students are more prone to struggle with syntax errors.

Furthermore, similar to the study reported in [25], many of the students used shortcuts when completing the course exercises. For example, some copied and pasted statements from the material and only changed the content, while others used shortcuts and autocomplete features. It is possible that the course format plays a role here too: the course has a two-hour weekly lecture where the teacher primarily focuses on live coding and worked examples. However, attendance is not mandatory and not all students attended the lecture. While we have no exact data on attendance, the responsible lecturer stated that approximately half of the students in the course attended the first two lectures relevant to this study.

5.4 Exercise complexity and syntax errors

Continuing with the above observation, that is, none of the students in the studied context had particular syntax errors, it is possible that the complexity of the studied programming exercises was too low. Due to the way the course is organized, the exercises that students are given after a new topic are initially small and then grow into larger problems. As syntax practice was conducted when a new topic was introduced, the exercises may have simply been too trivial for the students.

The complexity of problems and syntax errors have been linked in research. For example, as noted by Winslow [27], “Given a new, unfamiliar language, the syntax is not the problem, learning how to use and combine the statements to achieve the desired effect is difficult.” The influence of the program complexity on syntax errors should be studied further in the future.

6 CONCLUSIONS

In this article, we reported a randomized controlled trial that evaluated the applicability of isolated syntax practice for learning programming. The isolated syntax practice was implemented as a component that was embedded in the learning materials immediately before the programming exercises where the students were expected to use the practiced syntax. The study was motivated through the research that points out that some struggle with syntax [1], and that the struggles with syntax errors are not only limited to the students who perform more poorly in courses [8].

Our results show that isolated syntax practice does not help student performance in subsequent programming exercises when measured in terms of total events or time needed to complete the exercises. Similarly, when comparing the total time used for the programming exercise combined with the typing practice, there was no statistically significant difference between the populations in the randomized controlled trial. At the same time, our experimental setup made it possible to not use the tool even if students were placed in the typing practice group.

In the discussion, we explored possibilities for why the result turned out as it did. A few of the possibilities include the pedagogy of the studied course: the participants in the course practice programming with tens of weekly exercises, some of which are used to highlight syntactic constructs that students are expected to learn. It is possible that the first exercises where syntax is practiced are sufficient and no separate practice is needed. It is also possible that the context in which the syntax practice was performed (that is, the online learning material) is too different from the programming environment where the programming exercises were worked on.

Currently, we are looking for other variables that could influence the outcomes such as previous programming background and other factors. Given, for example, information on previous programming background, we could look into whether the tool could be beneficial for students who have not previously programmed. We are also looking for researchers and educators whose students work with large programming exercises or whose students complete their programming exercises within online learning materials. Having someone replicate our study, with possibly contradictory results, would provide further insight into why syntax may be hard for some students.

REFERENCES

Simple Syntax Writing Practice for Learning Programming