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Abstract
Adaptive programming practice often relies on fixed libraries of
worked examples and practice problems, which require substantial
authoring effort and may not correspond well to the logical errors
and partial solutions students produce while writing code. As a
result, students may receive learning content that does not directly
address the concepts they are working to understand, while in-
structors must either invest additional effort in expanding content
libraries or accept a coarse level of personalization. We present
an approach for knowledge-component (KC) guided educational
content generation using pattern-based KCs extracted from stu-
dent code. Given a problem statement and student submissions, our
pipeline extracts recurring structural KC patterns from students’
code through AST-based analysis and uses them to condition a gen-
erative model. In this study, we apply this approach to worked exam-
ple generation, and compare baseline and KC-conditioned outputs
through expert evaluation. Results suggest that KC-conditioned
generation improves topical focus and relevance to students’ un-
derlying logical errors, providing evidence that KC-based steering
of generative models can support personalized learning at scale.
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1 Introduction
Introductory programming courses often use short learning ac-
tivities that support students’ conceptual understanding through
practice and explanation. One common activity type is the worked
example, which typically presents students with a related problem
statement, a code solution similar to what they are working on,
and step-by-step instructional explanations that walk through the
solution process [13, 15]. Access to a well-matched worked example
at points of struggle can help students interpret errors, connect
ideas to code, and keep moving forward [4]. Grounded in cognitive
load theory, worked examples reduce unnecessary load by making
intermediate steps explicit and limiting the inference required to
follow a solution [1, 13, 17].

Producing high-quality worked examples at the level of detail
needed for instruction can be costly and time-intensive. Instruc-
tors must craft correct solutions, decide how to segment them into
meaningful steps, and write explanations appropriate for novice
programmers [8, 16]. Large repositories can reduce the need to
author every example from scratch, but identifying examples that
align with a student’s specific task and difficulty remains challeng-
ing [4]. In many cases, the repository may not contain a worked
example with the needed fine-grained relevance, and students’ prior
knowledge further complicates selection because explanatory detail
that helps novices can become redundant for advanced learners [9].

Large language models (LLMs) offer a way to reduce authoring
burden by generating worked examples on demand [8, 14]. Prior
evaluations in introductory programming report that expert review-
ers judged LLM-generated worked examples to have clear, suitable
explanations and coherent step structure, and that students found
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them helpful for learning and making progress on practice tasks
[8, 16]. However, existing approaches often provide limited adap-
tation to learner differences such as skill level, which can lead to
examples that introduce unfamiliar concepts for novices [16]. They
may also fail to align with the specific logical error reflected in
a student’s partial code solution [6]. To make generated worked
examples more directly tied to what students appear to be strug-
gling with in code, we use knowledge components as targets for
generation.

Knowledge components (KCs) represent discrete units of knowl-
edge or skill that support successful task performance [10]. In this
work, we operationalize KCs as the concepts that a worked exam-
ple should conceptually target. Specifically, following prior work
[5], we extract pattern-based KCs from a student’s submission via
identifying common programming patterns in abstract syntax trees
(AST) found in a cohort of students’ submissions. As these KCs
are derived from recurring AST substructures in the student’s own
code, they ground generation in constructs students are actively
using and may be applying incorrectly or incompletely [5]. We then
condition an LLM to generate a worked example whose code and
explanations explicitly address these KC targets.

We compare the KC-conditioned approach to an otherwise iden-
tical baseline that omits KC information. Both approaches are evalu-
ated through expert review using a rubric adapted from prior work
[8]. For outputs guided by the pattern-based KCs, we additionally
assess whether the intended KCs appear in the example code and
are explicitly discussed in the step explanations. Altogether, the
following research questions are addressed:

RQ1: Does KC-conditioned generation improve worked-example
quality and relevance compared to our baseline?

RQ2: How reliably does our KC-conditioned pipeline produce
worked examples that include and explicitly explain the in-
tended KC patterns?

2 Related Work
Recent work has used LLMs to generate programming learning
activities. Focusing on scaffolded Parsons problems, CodeTailor [7]
uses a student’s incorrect code to prompt an LLM for a corrected
reference solution, then constructs a personalized Parsons problem
by aligning the student’s original code with the generated correc-
tion. Similarly, PuzzleMakerPy [2] uses an LLM to generate Parsons
problems that learners can customize by thematic context and tar-
geted concepts. For LLM-generated worked examples, prior work
has examined how prompting strategies affect content quality. Jury
et al. [8] studied worked example generation for CS1 students with
both expert and student evaluation, reporting that LLMs can pro-
duce generally coherent worked examples, while also noting LLM
outputs often lacked novice-friendly detail in step structure and
commenting. Related work has evaluated similar generation in a
CS2 context [12] and explored controllable rewriting that produces
novice, intermediate, and advanced variants from a base worked
example by adjusting step granularity and explanation detail [16].
In this work, we extend this line of research by conditioning LLM-
based worked-example generation on pattern-based KCs extracted
from student code submissions, linking generation to an explicit
representation of a learner’s likely logical error.

3 Methodology
Our methodology has three stages. First, we extract pattern-based
KCs from student submissions and enrich them with short, human-
readable descriptions. Second, for each submission we generate two
worked examples using a baseline prompting pipeline and a KC-
conditioned prompting pipeline. Third, we evaluate the generated
worked examples through expert review.

3.1 Dataset and Sampling
We use a publicly available CodeWorkout dataset containing 57,670
anonymized Java submissions from 368 CS1 students collected in
Spring 2019, including 18,787 correct and 38,883 incorrect submis-
sions [3]. For this study, we randomly selected two out of fifty
problems from the dataset, repeatEnd and fix45 1. repeatEnd is a
string task involving substring extraction and repetition (repeat the
last 𝑛 characters 𝑛 times), while fix45 is an array task involving
constrained rearrangement (reorder elements so each 4 is imme-
diately followed by a 5 without moving the 4s). For each problem,
we identify a student’s last incorrect attempt by timestamp, since
incorrect submissions provide the clearest evidence of students’
code patterns involving logical errors our worked-example gen-
eration pipeline was designed to address. From these candidate
submissions, we randomly sample 50 submissions per problem.

3.2 Pattern-based KC Discovery and Labeling
We adopt the pattern-based KC discovery pipeline of Hoq et al. [5] to
derive submission-level KC targets from student code. The pipeline
operationalizes a KC as a recurring AST-subtree pattern that cor-
responds to a programming construct or a common combination
of constructs that appears across many student solutions. We run
the pattern-based KC discovery pipeline on the full Codeworkout
dataset following the procedure in [5], and use the resulting trained
components to infer KC targets for the sampled submissions.

Step 1: Identify important subtrees with attention. For each sub-
mission, we parse the program into an AST and extract candidate
subtrees ranging from small local constructs to larger statement-
level structures. These subtrees are fed to a Subtree-based Attention
Neural Network (SANN) trained to predict whether a submission is
correct or incorrect. SANN encodes each subtree into a fixed-length
vector and assigns an attention weight indicating its importance
for the prediction [5]. Following Hoq et al. [5], attention weights
are computed with a sigmoid activation so multiple subtrees can
be highlighted within a program, identifying influential patterns in
the code responsible for correctness.

Step 2: Normalize subtree tokens for abstraction. We normalize
each retained subtree by replacing identifiers and literals with place-
holders [5]. This reduces sensitivity to surface-level variation and
supports grouping similar patterns across student implementations.

Step 3: Learn representations for clustering. We train a variational
autoencoder (VAE) over sequences of high-attention subtrees to
learn representations that reflect how each subtree appears in pro-
gram context [5]. The VAE is trained on high-attention subtrees

1https://codeworkout.cs.vt.edu/gym/exercises

https://codeworkout.cs.vt.edu/gym/exercises
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from correct submissions so that structurally similar correct pat-
terns embed nearby in the latent space [5]. After training, we use
the encoder’s latent vectors as inputs to clustering.

Step 4: Cluster latent vectors into a KC inventory, then map sub-
missions to KCs. We cluster the VAE latent vectors from correct
submissions using K-means (k = 50) [5]. At inference time, each
high-attention subtree from either a correct or incorrect submission
is assigned to its nearest cluster centroid to obtain a KC ID.

Step 5: Enrich KC targets for prompting. Because cluster IDs, gen-
erated following [5], are not human-readable, we add an enrichment
layer that attaches short labels and one-sentence descriptions to
each submission’s KC targets for use in prompts. For each KC as-
signed to a submission, we provide GPT-5.2 (gpt-5.2-chat-latest)
with (i) the problem statement, (ii) the student submission, and (iii)
a code snippet aligned to the high-attention subtree that triggered
that KC assignment, then prompt it to produce a concise KC label
(2–6 words) and a one-sentence description of the pattern.

3.3 Worked Example Generation
With each student submission, we derive a submission-level KC
target set from the code using the Hoq et al. [5] pipeline described
in Section 3.2, and generate human-readable labels and a single-
sentence description for every pattern-based KC. Using these KCs,
we generate two worked examples per student submission with
GPT-5.2 (gpt-5.2-chat-latest), one generated with the KC targets in-
cluded in the prompt and one generated that omits KC information.

Prompting and problem context. The two generation pipelines
(baseline and KC-conditioned) use a shared prompt template that
specifies a persona as an introductory programming tutor and
lays out the task, response structure, and formatting guardrails. In
both variants, the prompt provides the problem statement and the
student’s code, and instructs the model to infer what the student is
struggling with and generate a worked example for a related but
different problem that practices similar skills. The KC-conditioned
variant additionally provides the student submission’s extracted
pattern-based KCs, as labels with single-sentence descriptions, and
instructs the model to use these KCs as constraints when inferring
the student’s logical error and selecting what the worked example
should practice and explain. Both pipelines enforce the same output
format, based on prior work [8], where the LLM is instructed to
produce a worked example with 3–10 steps, and each step pairs a
brief explanation with a corresponding code fragment 2.

3.4 Expert Evaluation
Experts evaluated baseline and KC-conditioned outputs using the
rubric outlined in Table 1, adapted from prior work [8]. Each rubric
item is scored on a 0–2 scale, where 0 indicates the item criteria is
not met, 1 indicates partial fulfillment (meets the item criteria in
some aspects but with omissions), and 2 indicates the item criteria
is fully met. For KC-conditioned outputs, experts additionally score
KC coverage, which reflects whether the provided KC targets are
instantiated in the worked example code and step explanations. Fur-
ther, for each paired comparison, experts recorded their preference
2Prompt templates: https://osf.io/4h9dn/overview?view_only=97189a73e56b4254bd22
98669b6eabc4

Item Description

Formatting Does the output follow the required worked-example
structure (3–10 steps), where each step pairs code
with a matching written explanation and includes
helpful inline // comments?

Clear explanations Is the worked example easy to follow, with a clear,
linear flow and little assumed prior knowledge?

Correctness Is the code correct by inspection, and would it pro-
duce the intended behavior for the problem?

Step structure Are the steps broken into manageable parts, with
each step covering a specific part of the solution and
avoiding large jumps?

Relevance to the
student

Does the worked example address a misconception
or logical error suggested by the student submission?

KC coverage Are the provided KC targets present in the code and
addressed in the step text in a way that clearly con-
nects each target to where it appears?

Table 1: Expert-evaluation rubric for worked examples.

for the baseline or KC-conditioned worked example, or indicated
no preference. Per student submission sampled, experts are shown
the problem statement, the student’s code, and the paired worked
examples. For worked examples generated with pattern-based KCs,
the KC labels and descriptions are also shown.

The evaluation followed a procedure recommended by [11]. Two
experts first jointly coded an initial subset of generated worked
examples (10%), then computed Cohen’s Kappa (𝜅) on that subset
to quantify agreement. Inter-rater agreement exceeding 𝜅 = 0.80
was achieved on the first round (𝜅 = 0.90), after which the full set
of generated worked examples was coded and analysis conducted.
Paired Wilcoxon signed-rank tests and Holm corrected p-values
were used when comparing baseline and KC-conditioned ratings.

4 Results
RQ1: Worked example quality and relevance. Across 100 gener-

ated worked examples (50 baseline, 50 KC-conditioned), experts
scored outputs on five rubric items, scaled 0–2 (Table 1). For KC-
conditioned outputs, experts also rated a sixth item, KC coverage.
The largest differences appeared on two items: novice-friendly ex-
planations and student relevance (Table 2). KC-conditioned worked
examples scored higher on student relevance (22% higher; 𝑝 =

0.001), indicating that they more often addressed the logical error
suggested by the student submission rather than offering a generic
solution. KC-conditioned outputs also scored higher on novice-
friendly explanations (13% higher; 𝑝 = 0.027), which aligns with
our observations that their step text more consistently explains the
KC-targeted parts of the solution at a level of detail appropriate
for novices. The remaining rubric items showed no statistically
significant differences. Both pipelines consistently followed the
intended worked example format and produced correct code at
near perfect levels. However, one tradeoff we observed was that
KC-conditioned outputs received slightly lower ratings in regard to
their step-structure (5% lower; 𝑝 = 0.076), which may reflect cases
where incorporating additional KC targets leads the model to pack
more content into each step, making step boundaries less distinct

https://osf.io/4h9dn/overview?view_only=97189a73e56b4254bd2298669b6eabc4
https://osf.io/4h9dn/overview?view_only=97189a73e56b4254bd2298669b6eabc4
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Rubric item Baseline𝑀 KC-conditioned𝑀 𝑝-value

Formatting 2.00 2.00 1.00
Clear explanations 1.81 1.94 0.027
Correctness 1.97 1.99 0.635
Step Structure 1.99 1.94 0.076
Relevance to the student 1.67 1.89 0.001

Table 2: Baseline vs. KC-conditioned ratings (0–2 scale).𝑀 denotes
the mean expert rating across 100 generated worked examples.

and step labels less informative. The preferences of the expert eval-
uators were considered, and were observed to be consistent with
the rubric item ratings. Across 100 comparisons, experts had no
preference for 50, preferred the KC-conditioned worked examples
for 41, and preferred the baseline for 9. Based on our observations,
preferences for the KC-conditioned output were typically tied to
the outputs being more specific toward what the student likely
misunderstood and more direct in addressing that gap, instead of
presenting a broadly correct but generic solution.

RQ2: KC Coverage. For KC-conditioned outputs, we asked
whether the provided KC targets appear in the code and are
explained in the step text in a way that link each target to the code
where it appears. Alignment was high (mean = 1.92 on a 0–2 scale),
and of 100 examples, 92 fully met this criterion, with 8 partially
aligned. Partial alignment occurred primarily when multiple KC
targets were provided, where not all targets were addressed clearly
in the code and step explanations. In these cases, the worked
example often focused on one KC and mentioned others briefly,
and step boundaries were sometimes less distinct when the model
addressed several targets at once. This suggests prompts may need
additional guidance for prioritizing multiple KC targets, including
which targets to emphasize and how to allocate them across steps.

5 Discussion and Future Work
This work proposes a KC-guided worked example generation
pipeline that uses pattern-based KCs extracted from student
code (via AST subtree discovery) as constraints in the generation
process. By conditioning generation on these KCs, the resulting
worked examples are designed to practice and explain patterns
associated with students’ likely logical errors. Across expert
ratings, the KC-conditioned pipeline significantly improved
evaluations of explanation clarity and relevance to the student’s
likely logical error. This result suggests that the use of KCs as
a structured representation of what a learner needs to practice
can support more targeted personalization of generated learning
content. However, the partial KC-coverage cases also suggest
that KC-guided generation needs mechanisms for deciding which
targets to emphasize when a submission maps to several plausible
KCs. In future work, these KC targets could be integrated into a
broader learner modeling framework that tracks students’ mastery
over time and uses that knowledge state to select and sequence
KC-guided examples across practice opportunities.

Future work will prioritize establishing potential learning im-
pacts of our KC-conditioned worked examples. While expert evalu-
ations indicate that KC inclusion can steer LLM-generation toward
clearer and more instructionally-relevant instruction, an important
question remains whether these examples improve learning and

Student code excerpt (problem fix45, code_id=43552)

1 if (i == 0 && nums[i] == 5 || nums[i] == 5 && nums[i-1] != 4) {
2 int fiveSpot = i;
3 for (int m = i; m < nums.length; m++) {
4 if (nums[m] == 4 && nums[m+1] != 5) {
5 int otherNum = nums[m+1];
6 nums[m+1] = 5;
7 nums[fiveSpot] = otherNum;
8 break;
9 }}}

Extracted pattern-based KC (label + description)

1 Pattern-based KC from the student submission: Boolean operator precedence
2
3 Description: The student combines && and || in a single condition without

parentheses, so the intended grouping may differ from Java's evaluation
order.

KC-conditioned worked example excerpt

1 Question: Write a method that counts how many numbers in an array are either
negative OR are zeros that do not come immediately after another zero.
Be careful to correctly combine && and || in your condition.

2
3 Overview: This program will loop through an integer array and count values

that meet a combined condition using both && and ||. We will use
parentheses to make the logic clear and avoid mistakes with operator
precedence.

4
5 Step 1: Create the method and a counter variable.
6 public int countSpecial(int[] nums) {
7 int count = 0; // Keeps track of how many values meet the condition
8
9 Step 2: Loop through the array so we can check each element.
10 for (int i = 0; i < nums.length; i++) { // Go through every index
11
12 Step 3: Use parentheses to clearly group && and || conditions.
13 // We want to count: 1) Any negative number OR
14 // 2) A zero that is NOT immediately after another zero
15 if (nums[i] < 0 || (nums[i] == 0 && (i == 0 || nums[i - 1] != 0))) {
16 count++; // Increase count if condition is true
17 }
18
19 Step 4: Finish the loop and return the result.
20 }
21 return count; // Return the final total
22 }

Figure 1: Example of a high-level pattern-based KC extracted from
student code and used to guide worked-example generation, target-
ing explicit grouping of operations with parentheses.

transfer. We plan future classroom studies where an incorrect sub-
mission triggers either a baseline or a KC-guided worked example,
and we will measure improvement on a second attempt, perfor-
mance on a related follow-up problem targeting the same KCs, and
brief concept checks aligned with those targets. A limitation of our
approach is that KC-guided generation quality depends on the qual-
ity and granularity of the discovered KC inventory and its labels,
and on how accurately a new submission is mapped to the most
instructionally-relevant targets. This can be challenging when a
submission yields many plausible KC targets. We plan to address
this by incorporating model attention weights in the generation
process to prioritize KC targets, validating the human-readable
KC descriptions with instructors, and testing robustness across
additional problems and programming topics.
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